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ABSTRACT
Epidemiology papers frequently provide a tabular summary  de-
scribing the sample included in the study. Unfortunately, because
this information is generally stored within the report itself,  it is
necessary for readers to physically acquire and read (at least the
beginning of)  any given  paper in order to ascertain  whether its
sample has relevance to their own research. However, making this
information available as a form of metadata would greatly benefit
researchers  in  their  information  seeking  activities.  We  propose
and test a system that  receives an epidemiology article as input
and then 1) identifies and extracts tables from the text; 2) parses
tables into a structured format; 3) classifies tables as containing
sample characteristics or not, and 4) aligns factors within that ta-
ble to fit  a larger, automatically constructed ontology.  The sys-
tem's  strong performance,  particularly in the classification task,
then represents a proof-of-concept for the possibility of designing
a more robust implementation. The metadata  captured by such a
system has the potential to improve researcher productivity by, for
example, facilitating the creation of faceted search systems to en-
able precise document discovery on the basis of sample character-
istics.

Categories and Subject Descriptors
H.1.2 [Information Systems]:  User/Machine Systems –  human
factors,  human  information  processing; H.2.8  [Database
Management]:  Database  Applications  –  data  mining;  H.3.1
[Information  Storage  and  Retrieval]:  Content  Analysis  and
Indexing –  linguistic  processing;  I.7.5  [Document  and  Text
Processing]:  Document  Capture  –  document  analysis;  J.3
[Computer Applications]: Life and Medical Sciences – biology
and genetics, health, medical information systems.

General Terms
Algorithms, Experimentation, Human Factors, Standardization

Keywords
Epidemiology,  Information  Extraction,  Classification,  Ontology
Development.

1. INTRODUCTION
1.1 Motivation

Epidemiology papers frequently provide a tabular summary  de-
scribing the sample included in the study. These sample character-
istics are generally sociodemographic (e.g. age, marital status, eth-
nicity) and biomedical (e.g. tissue type, prior treatments). 

Unfortunately, because this information is generally stored within
the report itself, it is necessary for readers to physically acquire
and read (at least the beginning of) any given paper in order to as-
certain  whether its sample has relevance  to their own research.
However, it is easy to see how making this information available
as a form of metadata would greatly benefit researchers in their
information seeking activities. For example, extracting and index-
ing such data in the form of facets in a search system would allow
researchers to constrain their search results according to relevant
sample characteristics. If  a researcher is interested, for instance,
only in studies that include certain ethnic groups, he or she could
select those groups in the faceted search system, further limiting
the results of his search.

Though this problem may be solved in part by requiring future
epidemiology publications to include this information as a set of
standardized metadata  fields,  the  exceptionally  large number of
historical studies already published still pose difficulties.  Manual
indexing may be performed at great cost of both time and money.
Instead, this paper proposes an automated system to help extract
such information from existing publications.

1.2. Proposal
The proposed system requires  four primary components  for ex-
tracting this data from published articles:

1. a method of extracting tables from text,

2. a parser to interpret a variety of table structures,

3. a classifier to identify sample characteristics tables, and

4. a factor alignment method to resolve synonymous char-
acteristics.

A pipeline formed from these components is capable of receiving
an epidemiology article as input and outputting either a) each fac-
tor's canonical indexing term or b) a “no characteristics” flag, de-
pending whether the paper includes a sample characteristics table
or not.

The remainder of this paper describes a proof-of-concept system
implementing the above components, with emphasis on the latter
two components. This system is by no means “production ready,”
but it does serve to demonstrate that such a system can be feasible
and effective.

2. DATA
2.1 Dataset Description
The dataset consisted of 1,498 tables collected from 3,638 articles
in 11 high impact breast cancer journals (see Section 8.1 for the
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full  list  of journals).  These articles  were  taken from a publicly
available collection of approximately 500,000 articles released by
PubMed Central1 for download.

This set of tables represents only the set of first tables in each arti-
cle. In other words, these articles contained a much larger set of
tables, but this study used only the first table to appear; this was a
pragmatic (but reasonable) choice made on the basis that, custom-
arily, epidemiologists include sample characteristics in the first ta-
ble of a given article. In fact, this structure is so common that a
sample characteristics table is often referred to as simply a “Table
1.”

The tables were provided in NXML format, a form of XML based
on  the  NLM  Journal  Archiving  and  Interchange  DTD2.  These
NXML files contained well-formatted HTML code, which made
identification and extraction of tables straightforward.

2.2 Terminology

For the purposes of this paper,  the terms “factor”  and “option”
carry  certain  specific  meanings.  A  “factor”  refers  to  the  high-
er-level characteristic and does not receive values directly. Exam-
ples of factors include “age,” “marital status,” or “ethnicity.” Fig-
ure 1 shows examples of factors in an epidemiology table.

An “option” refers to the available categories for a given factor.
Options take values directly—generally,  values refer  to the fre-
quency with which that category appears in the sample. Examples
of options include “yes,”  “no,” “ever,” “never,” “married,”  “di-
vorced,” and many others. Figure 2 shows examples of options in
an epidemiology table.

1 http://www.ncbi.nlm.nih.gov/pmc/
2 http://dtd.nlm.nih.gov/

3. METHOD
This section describes the four components of an effective sample
characteristics extraction system. The production version of such
a system would combine these steps into an automated “pipeline.”
Since this  project  was  intended to serve  as  a  proof-of-concept,
manual intervention was frequently necessary.

3.1 Table Extraction
As noted above, articles were marked up in valid HTML (embed-
ded  within  NXML code).  This  greatly  simplified  identification
and  extraction  of  tables  from these  files:  a  regular  expression
match was performed for the “<table>” and “</table>” enclosing
tags,  and  matching  strings  were  extracted  into  individual  files.
These files were named in such a way as to denote both the origi -
nating article and the index of the table in the article.

As noted in Section 2.1,  the pragmatic choice was made to ana-
lyze only the first tables of each articles as potential sample char-

acteristics tables. Although it is possible that other tables may
contain  sample  characteristics,  this  decision  simplified  the
analysis. A list was therefore generated of the files containing
first tables and all other extracted tables were excluded for the
remainder of the study.

3.2 Table Parsing
Table parsing was performed using a heuristic system based
on [2]. This system is described in more detail in my previous
semester's  paper.  Briefly,  though,  these  methods  identified
factors  using  whitespace  and  column  counts.  Once  factors
were identified, the first cell of the next row was interpreted as
an option while all subsequent cells in that row were consid-
ered values. If a factor was not available before full rows be-
gan to appear, a generic “Main” factor was used as a place-
holder. This structure was not uncommon, particularly regard-
ing temporal factors: median age, for example, often appeared
with no prior factor identifier, even if the table then went on to
use factors in the standard manner.

Once the role (factor, option, value) of each cell was determined,
the table was converted to a map structure with factors as the up-
per level keys, options as nested keys, and values placed into ar-
rays according to option. This map structure allowed for tables to
be stored in one location  (i.e. without separating the factors, op-
tions, and values from one another) while also providing simple
access to each data type (i.e. a cell's role was implied by its posi-
tion in the map). An example of a parsed table is shown in Figure
3.

3.3 Table Classification
Tables  were  classified  as  either  “sample  characteristics”  or
“other” based on their textual features. Classification required
several steps, outlined below.

3.3.1 Manual Annotation
The original set of 1,498 tables was randomly split into train-
ing and test subsets through the use of a line randomizer found
on the web.3 The training subset consisted of  the first  1,001
and  tables  listed  after  randomization,  while  the  test  subset
consisted of the remaining 497. In order for supervised learn-
ing to take place, the training set needed class membership to
be added through manual annotations.

3 https://www.random.org/lists/

Figure 2: Examples of cells containing “options” in an epidemiology
table.

Figure 1: Examples of cells containing “factors” in an epidemiology
table.

http://www.ncbi.nlm.nih.gov/pmc/
https://www.random.org/lists/
http://dtd.nlm.nih.gov/


To accomplish this,  a simple annotation system was  created in
Ruby. For each table in the training subset, the system printed the
first ten lines (or more, if requested) of a table, as well as the table
caption and original file name. Based on this information, the au-
thor marked each table as belonging to either the “sample charac-
teristics” class or the “other” class, using his best judgment.

3.3.2 Feature Selection
Table contents (factors and options) were tokenized on whitespace
to create a file of delimited terms, each line representing a table in
the training set. These delimited files were then transformed into a
comma separated values (CSV) file of table-name/term pairs. This
CSV file  was  imported  into an Oracle  database using Oracle's
SQL  Developer  tool.  Another  CSV  file  containing  table-
name/class  pairs  was  constructed  in  a  similar  manner  and  im-
ported into Oracle.  The database therefore consisted of one table
containing pairs of table names and terms and another table con-
taining pairs of table names and class. 

This process was repeated with caption terms included in the set
of features. Because this classification step ultimately involved a
bag-of-words model to represent features in a table, caption terms
were not identified as in any way different from table contents.
However,  their  inclusion  did  ultimately  affect  feature  selection
since certain terms appear much more frequently in caption con-
texts than within tables themselves.

Terms were normalized to lower case (but no stemming was ap-
plied) and some heuristic feature selection was performed to elim-
inate stopwords4 as well as terms occurring in three or fewer ta-
bles and terms occurring in more than 95% of tables. The intuition

4 Stoplist downloaded from 
http://jmlr.org/papers/volume5/lewis04a/a11-smart-
stop-list/english.stop.

behind these latter choices was to ensure that only generalizable
terms were included: a term that occurs in only one table has high
differentiating power in the sense that, according to all available
training data, there is a probability of 1 that this term indicates one
class or the other—but this does not actually reflect a realistic dis-
tribution for the term and is therefore misleading to use as a fea-
ture for classification. Similarly, terms that appear in over 95% of
tables are by their very nature undifferentiating and therefore not
useful as features in classification.

The next step was to compute information gain (see [3] for more
information) for each term. This required calculating the probabil-
ities of the terms given each classification. All information gain
steps were  performed in Oracle  and resulted in  a  list  of  terms
ranked by information gain score. Terms at the top of the list were
more highly differentiating than terms lower in the list. Since this
made it possible to perform classification using only the most dif-
ferentiating  terms,  the results  are  more  generalizable  and resist
overfitting  while improving computational efficiency by limiting
the feature space.

Several combinations of features were used to determine the opti-
mal set of features to use in classification. These combinations in-
clude variations on: the number of terms used, inclusion of cap-
tion terms, inclusion of numbers as terms, and the number of “col-
umns” (e.g. only factors, or factors and options both). The results
of these combinations are reported in Section 4.1, and the combi-
nations with their performance on the training set are shown in
Table 1.

3.3.3 Classification
Once feature sets were defined, the Oracle Data Miner5 was used
to run classification. Default settings were used for all four classi-
fiers: support vector machine, naïve Bayes, decision tree, and gen-
eral linear model.  The training set provided two pieces of infor-
mation. First, the most effective classifier (naïve Bayes, discussed
in Section 4.1)  and feature  set  was  identified based on highest
overall accuracy. Second, a model was built that could then be ap-
plied to the test set.

It should be noted that the test set underwent somewhat less pro-
cessing than the training set. For example, information gain was
not calculated (indeed, it was impossible to do so for the test set
since classes had not been determined). The entire vocabulary of
the test set was available for classification, but because the classi-
fier was trained on only those features available in the training set
(the top 50 terms by information gain), most terms in the test set
were  ignored  for  classification  purposes.  The  tokenization  and
data mining processes were otherwise analogous to the training
set

The classifications produced by applying the model to the test set
required evaluation in order to judge the model's performance on

5 http://www.oracle.com/technetwork/database/options/a
dvanced-analytics/odm/index.html

Table 1: Results of a variety of feature subspaces. Caption and numbers are binary, with 1 indicating their inclusion and 0
indicating their exclusion. Values for the classifiers are accuracy percentages. -

TERMS CAPTION NUMBERS COLUMNS SVM DECISION TREE NAIVE BAYES GLM
50 0 0 2 84.456 84.9741 87.5648 83.4197
50 1 0 2 84.456 84.456 86.0104 84.9741
100 1 0 1 85.0129 82.6873 85.5297 84.7545
100 1 1 2 82.6425 84.456 86.0104 83.9378
100 1 0 2 81.3472 84.456 86.0104 84.9741
50 1 0 1 81.3953 82.6873 85.2713 83.9793
50 0 0 1 71.4912 70.614 76.7544 71.4912

Figure 3: Example of a parsed table. Factors form top-level keys,
options form nested keys, and values are placed in arrays referenced

by options.

http://www.oracle.com/technetwork/database/options/advanced-analytics/odm/index.html
http://www.oracle.com/technetwork/database/options/advanced-analytics/odm/index.html
http://jmlr.org/papers/volume5/lewis04a/a11-smart-stop-list/english.stop
http://jmlr.org/papers/volume5/lewis04a/a11-smart-stop-list/english.stop


the unseen data (it should be emphasized that the test data was not
reviewed  in  any  way—including  manual  browsing—before  the
classification  task  was  performed).  The  results  were  randomly
sampled,  and the samples  evaluated in the same manner  as the
training set. This process, and the results, are described further in
Section 4.1.

3.4 Factor Alignment
The factor  alignment  portion of this project  was  highly experi-
mental; the intention was  only to get a sense of the difficulty of,
and possible  solutions to,  the problem. A general  “slot  filling”
methodology, loosely akin to that of [1], was employed as a po-
tential solution to the problem. Three variations on this approach
were used.

First, the “literal” approach considered entities to be equivalent if
their  options  were  identical.  This  straightforward  alignment
method worked under the simplifying assumption that factors with
identical options likely expressed the same concept, regardless of
the name of the factor.  No stemming or stoplists were applied to
this or any subsequent alignment methods.

The “percentage” approach served as a generalization of the literal
approach  by  requiring  only  partial  overlap  of  factors.  In  other
words, the literal approach was equivalent to the percentage ap-
proach with the percentage set to 100%. The exact percentage of
option overlap is configurable with this approach. The percentage
approach might,  for  example,  group the factors  “marital  status”
and “marriage” as equivalent  if  both factors  contain “married,”
“divorced,” and “single” but one factor also contains “widowed.”
A noteworthy and beneficial aspect to this approach is that it al-
lows “snowball” grouping, where factor A might overlap partially
with factor B and factor B with factor C, thus grouping the other-
wise unrelated (but identical) factors A and C together. As deter-
mined through anecdotal trials, though, this effect can quickly be-
come problematic if the percentage is set too loose, so a conserva-
tive percentage of 75% was used for these tests.

The  final  approach  tested  was  a  name-based  approach,  which
acted as a supplement to the former two. That is to say, in addition
to specifying the amount of overlap required of the options, the
name-based  approach also  allowed  the specification  of  a  mini-
mum amount of overlap of factor names. To achieve this, factor
names  were  tokenized  based on whitespace  and the amount  of
overlap  computed.  Because  names  provided  less  evidence  and
fewer variations, the percentage of overlap here was set to 30%
with the option overlap set to 75%.

It should be noted that though these three approaches are specified
and even coded separately, they may all be considered variations
on  the  same  approach:  specifically,  the  name-based  approach.
That is, if the alignment method were defined as  always having
two parameters—minimum percent overlap of factor names and
minimum percent overlap of options—all of the above could be
achieved using this one method. In the case of the first and sec-
ond, minimum name overlap would be set to 0%, with 100% op-
tion overlap for the former and 75% for the latter.  The third ap-
proach is already of this form.

The factor alignment process was only performed on tables from
the training data that had been annotated as sample characteristics
tables. This is because the large number of tables available in the
training data (as compared to the test data) was desirable to ap-
proximate larger scale applications and because the methods were
only designed to function with tables that were known to contain
sample characteristics. Within the hypothetical pipeline proposed
in this paper, then, factor alignment would take place after table
classification has marked a given table as containing sample char-
acteristics.

Factor alignment techniques were performed entirely through the
use of Ruby code written for this process and made available pub-
licly (see Appendix B). This code was designed for extensibility,
so new alignment techniques can be created and plugged into the
system in a straightforward manner.

4. RESULTS
4.1 Table Classification
Table classification results were strong. The result of classifica-
tion  on  the  training  set  are  shown  in  Table  1.  These  results
demonstrate that the naïve Bayes classifier outperformed the other
three classifiers for all combinations of features.  It therefore per-
formed best overall, with a maximum accuracy of approximately
87.6%. This most effective run used the following features: top 50
terms  according to information gain scores, no caption terms  in-
cluded, no numbers (i.e., purely numeric “terms” were excluded),
and two columns—meaning terms taken from both factor and op-
tion cells.

The results of the training classification determined the classifica-
tion of the test data: the features used in the test data equated to
the best performing training run  (e.g. no numbers included, both
factor  and  option cells  included,  etc.).  The  naïve  Bayes  model
built from the training data was then applied to the test data. From
the classified test data, a random sample of 50 positive predictions
(i.e., tables predicted to contain summary sample characteristics)
and a random sample of 50 negative predictions (i.e., tables pre-
dicted to contain some other kind of information) were evaluated
using the same manual annotation strategy employed for the train-
ing data. The decision to use samples rather than evaluating every
prediction was a pragmatic  one made  primarily  on the basis of
time constraints. The annotation process was analogous to that de-
scribed for the training set in Section 3.3.1.

A confusion matrix for this data is shown in Table 2. Overall pre-
diction accuracy for the test set was estimated at 81%  based on
these samples. This result is generally within range of the training
data, and would likely approach the training data result if sample
sizes were increased (as discussed in Section 5.2).

4.2 Factor Alignment
To evaluate  factor  alignment,  ten random groupings  of  factors
(i.e., ten random “alignments”) were sampled from the completed
process. The precision of each reported group was defined as the
number of factors in that group belonging to the majority class, di-
vided by the total number of factors in the group. For example, a
group of three factors where one is wrongly included would have
a precision of 0.667.

The average precision over the ten groupings is reported in Table
3 for each alignment approach. Note that alignment was attempted
both  with  and  without  non-alphabetic  characters  (e.g.  numbers
and punctuation), and both are reported. As noted in Section 3.4,
the percentage approach used a minimum overlap of 75%, and the
name-based  approach  used  a  minimum factor  name overlap  of
30% with a minimum option overlap of 75%.  The results show
that the name-based approach outperformed all other approaches,
with the non-alphabetic inclusive approach performing best: it re-

Table 2: Confusion matrix for the sampled test data.
Columns indicate predicted class (positive meaning

sample characteristics table, negative meaning other);
rows indicate actual class.

Positive Negative Total
Positive 43 12 55
Negative 7 38 45

Total 50 50 100



ceived an average precision of 0.95, indicating very high cohesion
within the factor groupings.

Table 3 additionally shows the number of total groups constructed
by each method. The largest number of groups was 156, formed
by the name-based approach using only alphabetic characters. The
small number of groups was 126, formed by the literal approach
using  any  characters.  Overall,  the  correlation  between  average
precision and number of groups was only 0.0720; however,  ex-
cluding the outlier  of  the literal  all  character  approach (which,
likely by chance, achieved an extraordinarily high average preci-
sion), the value jumps up to 0.6704, indicating a moderate correla-
tion.

5. DISCUSSION
5.1 Table Extraction and Parsing
Formal evaluation was not performed for the table extraction and
parsing steps; however, it is highly unlikely that the table extrac-
tion step made many errors since table boundaries and order were
clearly denoted by HTML code.

In contrast, table parsing certain did make some errors due to the
large variety of table structures possible and the heuristic nature of
the parsing strategy. Still, the parsed tables were visible during the
manual annotation process, and the overwhelming majority of ta-
bles were parsed correctly. It is important to note that both steps
were enabled by the strict adherence to HTML standards consis-
tently present in the downloaded articles. In the web at large, fully
valid HTML code is uncommon, and more advanced extraction
and parsing strategies would need to be employed to properly han-
dle such scenarios.

It is similarly important to note that each step in this system rests
upon  the  performance  of  the  preceding.  Thus,  imperfect  table
parsing is likely to negatively impact table classification because
it leads to faulty representations of tables in the classifier.

5.2 Table Classification
The strong performance of the naïve Bayes classifier is likely due
to the fairly independent nature of the textual data. Though there
were undoubtedly some associations between terms, these associ-
ations were likely not as strong as might be imagined. As noted
above, the number of possible options for a given factor was often
quite  large,  reducing  any  probabilistic  dependence.  Similarly,
though certain factors likely had a degree of co-occurrence (equat-
ing  to  some  level  of  probabilistic  dependence),  in  practice  the
presence of one factor did not generally suggest the presence of
another. The independence assumption made by the naïve Bayes
classifier is frequently not problematic even when dependence is
strong in a dataset—that is why the classifier performs so well on
textual data, which is often highly dependent. In this case, it is a
much smaller assumption, which likely explains its good perfor-
mance.

Additionally, the classifier performed well despite manual annota-
tions by a non-domain expert. That is to say, though the author at-
tempted to accurately classify tables as containing sample charac-

teristics or other information, his lack of biomedical knowledge
certainly led to some misclassifications in the manual annotation

step. These would have hurt the performance of the classifier in
the long run, so its strong performance despite these probable
missteps is good evidence that the classification stage of the
proposed process is robust and promising for real-world appli-
cations.

With respect to the somewhat poorer performance of the classi-
fier on the test set, emphasis should be placed on the approxi-
mate nature of these statistics. As Table 2 shows, the random
sample of 50 positive predictions and 50 negative predictions
actually led to a total of 55 sample characteristics tables and
only 45 other tables. By virtue of having sampled equal num-
bers of tables from each of the two prediction classes, it is ex-
pected that approximately 50 of each type of table should ap-
pear in the sample. This is not to say that all 50 will appear in

the correct predicted class—though of course that is ideal—but
unless sample characteristics tables are overrepresented in the test
set (which would occur only by chance, since the test set was cre-
ated randomly and sample characteristics tables were only 40% of
the training set), their overrepresentation in the evaluation sample
is only a chance occurrence. As noted above, these results would
likely drift closer to the training set results as larger samples are
evaluated. It is reasonable to expect very similar results between
the two datasets because they were drawn from the same original
set in a random manner. That is, the test set has been held out to
avoid overfitting, but since it was not drawn from a fundamentally
different population of tables, it is expected to perform very simi-
larly to the training set.

5.3 Factor Alignment
Factor alignment was more effective when numbers and punctua-
tion were included, as shown in Table 3. Though initially surpris-
ing, this result makes intuitive sense and points to an important
shortcoming in the evaluation metrics used. Specifically, because
precision accounts only for  intra-group cohesion, tighter require-
ments for grouping factors together leads to higher scores.  How-
ever, these tighter requirements also lead to a larger number of re-
dundant groupings due to slight differences between the factors.
Fundamentally,  this is a question of recall  versus precision:  the
more factors that are correctly grouped together (higher recall) the
more  factors  will  erroneously  make  their  way  into irrelevant
groups (low precision) and vice versa. In this case, recall might be
approximated best as the inverse percentage of redundant groups;
thus, with no redundant groups, recall would be 100%, whereas
each factor existing in its own group would be close to a recall of
0% (though not exactly zero, since some factors are, legitimately,
in groups of one).

Unfortunately,  determining the number of redundant groups re-
quires a great deal of manual effort: though the largest number of
groupings (shown in Table 3 to be 156) is not too large to exam-
ine  manually,  the large  number  of  concepts  expressed  in  those
groups makes this step difficult to accomplish accurately. Imagine
that,  hypothetically,  50  concepts  are  expressed  in  those  156
groupings (a “recall” level of 32.1%, incidentally). For each new
grouping examined, a manual annotator needs to either remember
whether the concept expressed by that group has already been ex-
pressed in some previous group, refer to some standardized ontol-
ogy of possible concepts, or re-examine every concept seen so far.
The first and third options are not realistic solutions; if the second
option exists, it would certainly be a valuable tool for this task. On
the same note, though sampling works well for estimating average
precision, the types of inter-group relationships expressed by this
type of recall cannot be approximated through a random sample.
The intention with this discussion has been to attempt to explain
why, despite its importance in evaluating factor alignment meth-
ods, recall has been excluded and precision prioritized.

Table 3: Average precision for various factor alignment approaches.
Approaches marked with a star included only alphabetic characters.

Approach Average Precision Number of Groups
Literal 0.9167 126
Literal* 0.7086 134
Percentage 0.8624 137
Percentage* 0.7233 139
Name 0.9500 150
Name* 0.8843 156



Another limitation with the methods used for factor alignment is
its reliance on vocabulary overlap to form groups.  Some options
are not strong indicators of a factor's type: for instance, many dif-
ferent factors have the options “yes,” “no,” and “maybe.” Simi-
larly,  a given concept may be expressed in multiple  ways.  The
factor  “marital  status”  with  options  “married,”  “divorced,”  and
“single,”  should be grouped with the factor “married” with op-
tions “yes” and “no.” However,  none of the approaches used in
this experiment would have successfully grouped these factors to-
gether.

Despite the limitations discussed thus far, the factor alignment ex-
periment performed better than expected. Very few groups con-
tained fewer than three factors, and none that were sampled con-
tained  only  one  factor. That  all  three  approaches  used  in  this
project  performed with high average precision while succeeding
in grouping factors together to any extent  is strong evidence that
this is a tractable problem deserving of further research.

6. CONCLUSIONS
6.1 Future Work
This project was intended to serve as a proof-of-concept of a pos-
sible  epidemiology  table  data  extraction pipeline.  As  such,  it
leaves  for  future  work  many  potential  improvements  and  re-
designs.

First,  though the heuristic table extraction and parsing methods
performed  more  than adequately for  this  task,  errors  and blind
spots  do remain  in  the system. For  example,  not  all  tables  are
parsed correctly;  more advanced table parsing systems,  possibly
employing advanced machine learning algorithms,  may improve
this stage of the process. More broadly, this project made use only
of HTML tables, but many articles (and therefore tables) are pub-
lished in other formats. Even within the set of HTML articles used
here, some tables may have been embedded as images and there-
fore  excluded from the study.  Future extractors  and parsers,  to
have the greatest impact, should be capable of dealing with these
formats.

With respect to classification, as has been mentioned previously,
repeating  manual  annotations  by  a  domain  expert  (or,  ideally,
multiple  domain  experts  to  ensure  agreement)  would  likely  in-
crease the performance of the classifier. There may also be classi-
fiers not included in this study that outperform the naïve Bayes
method on this data. Further, it is likely that the inclusion of non-
textual features would aid in the classification task. For example,
table dimensions or  table  structure might be useful indicators of
class. Although circular (in that there are only factors to align if
the  table  is  known  to  contain  sample  characteristics),  using
aligned  factors  as  attributes  instead  of  textual  features  would
likely be a boon to classification performance; this would ensure
that  terms  referring  to  the  same  concept  were  counted equiva-
lently, rather than separately. It may be that an iterative approach
would work well for this step: such a system could classify tables
based on textual and other surface-level features, then attempt fac-
tor alignment; then, using established factors as a sort of ontology,
conduct  factor  alignment  on  all tables  (regardless  of  predicted
class) and run classification using the aligned factors as attributes
in place of terms.

This will  require improved factor alignment methods.  Such im-
provements  should  strive  to  reduce  the  number  of  redundant
groups  across  factors.  Manually  developed  ontologies  like  the
UMLS or  highly annotated datasets  may assist  in  this  process.
Matching  algorithms  that  look  beyond  vocabulary  overlap  are
likely to improve performance, as well.  As with manual annota-
tion for classification, domain expertise in evaluating factor align-
ment would be valuable in helping to ensure that evaluations are
accurate.  Another improvement might be to remove non-content

categories like “other” or “main,” since these, by definition,  do
not belong to any group of factors.

6.2 Final Thoughts
The results of this project are very encouraging.  As a proof-of-
concept, the expectation was merely that outputs demonstrate fea-
sibility of such a system. Instead, the results of such a straightfor-
ward implementation are quite strong, with classification in par-
ticular performing better than expected.  As such,  it  seems very
likely that  a  professionally-designed  system,  built  with  domain
expertise and increased resources, would lead to a valuable tool
for epidemiology researchers.

There is much about the problem domain that lends itself well to
this project, particularly the custom of placing sample characteris-
tics in tables near the start of an article and the fairly regular struc-
ture of those tables. Yet the potential of such a system suggests
exciting possibilities for other domains as well. The ability to ex-
tract  unstructured  or  semi-structured  data  from  an  article  may
have profound benefits for the scientific research community as a
whole. It is hoped that this project provides a promising glimpse
into such a future.

ACKNOWLEDGMENTS
This  project  was  created  as  part  of  the  Sociotechnical  Data
Analytics class at the Graduate School of Library and Information
Science at the University of Illinois at Urbana-Champaign. This
class was made possible by a grant from the Institute of Museum
and Library Services.

REFERENCES
[1] Lin, D., Pantel, P. 2001. DIRT – Discovery of Inference 

Rules from Text. Proceedings of the seventh ACM SIGKDD  
International Conference on Knowledge Discovery and Data
Mining. 323-328. DOI= 
http://dx.doi.org/10.1145/502512.502559.

[2] Pyreddy, P., Croft, W.B. 1997. TINTIN: A System for 
Retrieval in Text Tables. Proceedings of the Second ACM 
International Conference on Digital Libraries. 193-200. 
DOI=http://dx.doi.org/10.1145/263690.263816. 

[3] Yang, Y., Pedersen, J.O. 1997. A Comparative Study on 
Feature Selection in Text Categorization. Proceedings of the 
Fourteenth International Conference on Machine Learning 
(ICML'97). 412-420. URL=http://dl.acm.org/citation.cfm?
id=657137.

APPENDIX
A. Journals Used
The full list of journals from which tables were extracted is pre-
sented below:

• BMJ
• Breast Cancer Research
• Breast Cancer Research and Treatment
• British Journal of Cancer
• Cancer
• Carcinogenesis
• Human Genetics
• International Journal of Breast Cancer
• Journal of the National Cancer Institute
• The Lancet
• The Lancet Oncology

B. Source Code
Project source code is available at 
http://courseweb.lis.illinois.edu/~gsherma2/epidemiology/.

http://courseweb.lis.illinois.edu/~gsherma2/epidemiology/
http://dl.acm.org/citation.cfm?id=657137
http://dl.acm.org/citation.cfm?id=657137
http://dx.doi.org/10.1145/263690.263816
http://dx.doi.org/10.1145/502512.502559
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